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UNIT I:
Introduction to algorithms - What is algorithm, analysis of algorithm, Types of complexity, Running
time analysis, How to Compare Algorithms, Rate of Growth, Types of Analysis, Asymptotic Notation, BigO Notation, Omega-Ω Notation, Theta-Θ Notation, Asymptotic Analysis, Performance characteristics of
algorithms, Estimating running time / number of steps of executions on paper, Idea of Computability
Introduction to Data Structures - What is data structure, types, Introduction to Array(1-d & 2-d),
Stack and List data structures, operations on these data structures, advantages disadvantages and
applications of these data structures like solving linear equations, Polynomial Representation, Infix-toPostfix conversion .
UNIT II:
Recursion - What is recursion, Recursion vs Iteration, recursion applications like Factorial of a number,
Fibonacci series & their comparative analysis with respect to iterative version, Tower of hanoi
problem
Basic Sorting Techniques - Bubble, Selection and Insertion Sort & their comparative analysis
Searching Techniques - Linear Search and its types, Binary Search and their comparative analysis
Selection Techniques - Selection by Sorting, Partition-based Selection Algorithm, Finding the Kth
Smallest Elements in Sorted Order & their comparative analysis
String Algorithms - Pattern matching in strings, Brute Force Method & their comparative analysis
UNIT III:
Algorithm Design Techniques - Introduction to various types of classifications/design criteria and
design techniques
Greedy Technique - Concept, Advantages & Disadvantages, Applications, Implementation using
problems like - file merging problem
Divide-n-Conquer - Concept, Advantages & Disadvantages, Applications, Implementation using
problems like - merge sort, Strassen's Matrix Multiplication
Dynamic Programming - Concept, Advantages & Disadvantages, Applications, Implementation using
problems like - Fibonacci series, Factorial of a number, Longest Common subsequence
Backtracking Programming - Concept, Advantages & Disadvantages, Applications, Implementation
using problems like N-Queen Problem .
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CHAPTER I: INTRODUCTION TO ALGORITHMS:
Topics covered:
What is algorithm, analysis of algorithm, Types of complexity, Running time analysis, How to Compare
Algorithms, Rate of Growth, Types of Analysis, Asymptotic Notation, Big-O Notation, Omega-Ω
Notation, Theta-Θ Notation, Asymptotic Analysis, Performance characteristics of algorithms, Estimating
running time / number of steps of executions on paper, Idea of Computability
------------------------------------------------------------------------------------------------------------------What is algorithm?
An algorithm is the step-by-step unambiguous instructions to solve a given problem.
An algorithm is a sequence of unambiguous instructions for solving a problem, i.e., for
obtaining a required output for any legitimate input in a finite amount of time.
There are two main criteria for judging the merits of algorithms:



Correctness (does the algorithm give solution to the problem in a finite number of steps?)
Efficiency (how much resources (in terms of memory and time) does it take to execute the
algorithm).

As examples illustrating the notion of the algorithm, we consider in this section three methods for
solving the same problem: computing the greatest common divisor of two integers. These examples
will help us to illustrate several important points:
 The non-ambiguity requirement for each step of an algorithm cannot be compromised.
 The range of inputs for which an algorithm works has to be specified carefully.
 The same algorithm can be represented in several different ways.
 There may exist several algorithms for solving the same problem.
 Algorithms for the same problem can be based on very different ideas and can solve the
problem with dramatically different speeds.

------------------------------------------------------------------------------------------------------------------Analysis of algorithm:
To go from city “A” to city “B”, there can be many ways of accomplishing this: by flight, by bus,
by train and also by bicycle. Depending on the availability and convenience, we choose the one
that suits us. Similarly, in computer science, multiple algorithms are available for solving the
same problem (for example, a sorting problem has many algorithms, like insertion sort, selection
sort, quick sort and many more). Algorithm analysis helps us to determine which algorithm is
most efficient in terms of time and space consumed.
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Goal of the Analysis of Algorithms
The goal of the analysis of algorithms is to compare algorithms (or solutions) mainly in terms of running
time but also in terms of other factors (e.g., memory, developer effort, etc.)
------------------------------------------------------------------------------------------------------------------What is Running Time Analysis?
It is the process of determining how processing time increases as the size of the problem (input size)
increases. Input size is the number of elements in the input, and depending on the problem type, the
input may be of different types. The following are the common types of inputs.
• Size of an array
• Polynomial degree
• Number of elements in a matrix
• Number of bits in the binary representation of the input
• Vertices and edges in a graph.
------------------------------------------------------------------------------------------------------------------Types of complexity:
Types of Analysis
To analyze the given algorithm, we need to know with which inputs the algorithm takes less time
(Performing well) and with which inputs the algorithm takes a long time. We have already seen
that an algorithm can be represented in the form of an expression. That means we represent the
algorithm with multiple expressions: one for the case where it takes less time and another for the
case where it takes more time.
In general, the first case is called the best case and the second case is called the worst case for
the algorithm. To analyze an algorithm we need some kind of syntax, and that forms the base for
asymptotic analysis/notation. There are three types of analysis:
• Worst case



Defines the input for which the algorithm takes a long time (slowest time to complete).
Input is the one for which the algorithm runs the slowest.

• Best case



Defines the input for which the algorithm takes the least time (fastest time to complete).
Input is the one for which the algorithm runs the fastest.

• Average case





Provides a prediction about the running time of the algorithm.
Run the algorithm many times, using many different inputs that come from some distribution that
generates these inputs, compute the total running time (by adding the individual times), and
divide by the number of trials.
Assumes that the input is random.
Lower Bound <= Average Time <= Upper Bound

For a given algorithm, we can represent the best, worst and average cases in the form of
expressions. As an example, let f(n) be the function which represents the given algorithm.
Similarly for the average case. The expression defines the inputs with which the algorithm takes
the average running time (or memory).

-------------------------------------------------------------------------------------------------------------------
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How to Compare Algorithms
To compare algorithms, let us define a few objective measures:
Execution times Not a good measure as execution times are specific to a particular computer.
Number of statements executed: Not a good measure, since the number of statements varies
with the programming language as well as the style of the individual programmer.
Ideal solution: Let us assume that we express the running time of a given algorithm as a function
of the input size n (i.e., f(n)) and compare these different functions corresponding to running
times. This kind of comparison is independent of machine time, programming style, etc.
------------------------------------------------------------------------------------------------------------------What is Rate of Growth?
The rate at which the running time increases as a function of input is called rate of growth.
Let us assume that you go to a shop to buy a car and a bicycle. If your friend sees you there and asks
what you are buying, then in general you say buying a car. This is because the cost of the car is high
compared to the cost of the bicycle (approximating the cost of the bicycle to the cost of the car).

For the above-mentioned example, we can represent the cost of the car and the cost of the bicycle in
terms of function, and for a given function ignore the low order terms that are relatively insignificant (for
large value of input size, n). As an example, in the case below, n4, 2n2, 100n and 500 are the individual
costs of some function and approximate to n4 since n4 is the highest rate of growth.

Commonly Used Rates of Growth
The diagram below shows the relationship between different rates of growth.

-------------------------------------------------------------------------------------------------------------------
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Asymptotic Notation
Having the expressions for the best, average and worst cases, for all three cases we need to identify the
upper and lower bounds. To represent these upper and lower bounds, we need some kind of syntax, and
that is the subject of the following discussion. Let us assume that the given algorithm is represented in
the form of function f(n).
1.14 Big-O Notation [Upper Bounding Function]
This notation gives the tight upper bound of the given function. Generally, it is represented as
f(n)= O(g(n)). That means, at larger values of n, the upper bound of f(n) is g(n). For example, if f(n)
= n4 + 100n2 + 10n + 50 is the given algorithm, then n4 is g(n). That means g(n) gives the
maximum rate of growth for f(n) at larger values of n.

Let us see the O–notation with a little more detail. O–notation defined as O(g(n)) = {f(n): there
exist positive constants c and n0 such that 0 ≤ f(n) ≤ cg(n) for all n > n0}. g(n) is an asymptotic
tight upper bound for f(n). Our objective is to give the smallest rate of growth g(n) which is
greater than or equal to the given algorithms’ rate of growth /(n).
Generally we discard lower values of n. That means the rate of growth at lower values of n is not
important. In the figure, n0 is the point from which we need to consider the rate of growth for a
given algorithm. Below n0, the rate of growth could be different. n0 is called threshold for the
given function.
Big-O Visualization
O(g(n)) is the set of functions with smaller or the same order of growth as g(n). For example;
O(n2) includes O(1), O(n), O(nlogn), etc.
Note: Analyze the algorithms at larger values of n only. What this means is, below n0 we do not
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care about the rate of growth.
Omega-Q Notation [Lower Bounding Function]
Similar to the O discussion, this notation gives the tighter lower bound of the given algorithm and
we represent it as f(n) = Ω(g(n)). That means, at larger values of n, the tighter lower bound of
f(n) is g(n). For example, if f(n) = 100n2 + 10n + 50, g(n) is Ω(n2).

The Ω notation can be defined as Ω(g(n)) = {f(n): there exist positive constants c and n0 such that
0 ≤ cg(n) ≤ f(n) for all n ≥ n0}. g(n) is an asymptotic tight lower bound for f(n). Our objective is
to give the largest rate of growth g(n) which is less than or equal to the given algorithm’s rate of
growth f(n).
------------------------------------------------------------------------------------------------------------------Theta-Θ Notation [Order Function]
This notation decides whether the upper and lower bounds of a given function (algorithm) are the
same. The average running time of an algorithm is always between the lower bound and the upper
bound. If the upper bound (O) and lower bound (Ω) give the same result, then the Θ notation will
also have the same rate of growth.
As an example, let us assume that f(n) = 10n + n is the expression. Then, its tight upper bound
g(n) is O(n). The rate of growth in the best case is g(n) = O(n).
In this case, the rates of growth in the best case and worst case are the same. As a result, the
average case will also be the same. For a given function (algorithm), if the rates of growth
(bounds) for O and Ω are not the same, then the rate of growth for the Θ case may not be the same.
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In this case, we need to consider all possible time complexities and take the average of those (for
example, for a quick sort average case, refer to the Sorting chapter).
Now consider the definition of Θ notation. It is defined as Θ(g(n)) = {f(n): there exist positive
constants c1,c2 and n0 such that 0 ≤ c1g(n) ≤ f(n) ≤ c2g(n) for all n ≥ n0}. g(n) is an asymptotic
tight bound for f(n). Θ(g(n)) is the set of functions with the same order of growth as g(n).

------------------------------------------------------------------------------------------------------------------Important Notes:
For analysis (best case, worst case and average), we try to give the upper bound (O) and lower
bound (Ω) and average running time (Θ). From the above examples, it should also be clear that,
for a given function (algorithm), getting the upper bound (O) and lower bound (Ω) and average
running time (Θ) may not always be possible. For example, if we are discussing the best case of
an algorithm, we try to give the upper bound (O) and lower bound (Ω) and average running time
(Θ).
In the remaining chapters, we generally focus on the upper bound (O) because knowing the lower
bound (Ω) of an algorithm is of no practical importance, and we use the Θ notation if the upper
bound (O) and lower bound (Ω) are the same.
------------------------------------------------------------------------------------------------------------------Why is it called Asymptotic Analysis?
From the discussion above (for all three notations: worst case, best case, and average case), we
can easily understand that, in every case for a given function f(n) we are trying to find another
function g(n) which approximates f(n) at higher values of n. That means g(n) is also a curve
which approximates f(n) at higher values of n.
In mathematics we call such a curve an asymptotic curve. In other terms, g(n) is the asymptotic
curve for f(n). For this reason, we call algorithm analysis asymptotic analysis.
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Simplifying properties of asymptotic notations
•
•
•
•
•
•
•

Transitivity: f(n) = Θ(g(n)) and g(n) = Θ(h(n)) ⇒ f(n) = Θ(h(n)). Valid for O and Ω as well.
Reflexivity: f(n) = Θ(f(n)). Valid for O and Ω.
Symmetry: f(n) = Θ(g(n)) if and only if g(n) = Θ(f(n)).
Transpose symmetry: f(n) = O(g(n)) if and only if g(n) = Ω(f(n)).
If f(n) is in O(kg(n)) for any constant k > 0, then f(n) is in O(g(n)).
If f1(n) is in O(g1(n)) and f2(n) is in O(g2(n)), then (f1 + f2)(n) is in O(max(g1(n)), (g1(n))).
If f1(n) is in O(g1(n)) and f2(n) is in O(g2(n)) then f1(n) f2(n) is in O(g1(n) g1(n)).

------------------------------------------------------------------------------------------------------------------Performance Characteristics of Algorithm
The Algorithm designed is language independent, i.e. they are just plain instructions set that can be
implemented in any language, and the output will be the same, as expected.
Following are the key characteristics of algorithm 


Well-Defined Inputs: If an algorithm says to take inputs instance, it should be clear that
which type of inputs in required for processing.
Well-Defined Outputs: The algorithm must clearly define that what type of output will be
generated.
o Finiteness: The algorithm should not end up in an infinite loop.
o Feasibility: The algorithm must be generic and practical, such that it can be executed
upon available resources.
Language Independent: It must be just plain instructions set that can be implemented in
any language, and yet the output will be same, as expected.

There are some characteristics which every algorithm should follow. There are five different
characteristics which deal with various aspects of algorithm. They are as follows:


Input specified.



Output specified.



Definiteness.



Effectiveness.



Finiteness.



Independent.
Generally, the performance of an algorithm depends on the following elements...
1.
2.
3.
4.
5.

Whether that algorithm is providing the exact solution for the problem?
Whether it is easy to understand?
Whether it is easy to implement?
How much space (memory) it requires to solve the problem?
How much time it takes to solve the problem? Etc.,

Performance analysis of an algorithm is performed by using the following measures...
1. Space required to complete the task of that algorithm (Space Complexity). It includes program
space and data space
2. Time required to complete the task of that algorithm (Time Complexity)
------------------------------------------------------------------------------------------------------------------Estimating running time / number of steps of executions on paper
To calculate the running time, find the maximum number of nested loops that go through a
significant portion of the input. Some algorithms use nested loops where the outer loop goes
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through an input n while the inner loop goes through a different input m. The time complexity in such
cases is O(nm).
------------------------------------------------------------------------------------------------------------------Idea of Computability
A central idea in computability is that of a (computational) problem, which is a task whose
computability can be explored.
There are two key types of problems:


A decision problem fixes a set S, which may be a set of strings, natural numbers, or other
objects taken from some larger set U. A particular instance of the problem is to decide, given
an element u of U, whether u is in S. For example, let U be the set of natural numbers
and S the set of prime numbers. The corresponding decision problem corresponds to primality
testing.



A function problem consists of a function f from a set U to a set V. An instance of the problem is
to compute, given an element u in U, the corresponding element f(u) in V. For
example, U and V may be the set of all finite binary strings, and f may take a string and return
the string obtained by reversing the digits of the input (so f(0101) = 1010).

Other types of problems include search problems and optimization problems.
One goal of computability theory is to determine which problems, or classes of problems, can be solved
in each model of computation.
------------------------------------------------------------------------------------------------------------------QUICK REVISION










An algorithm is the step-by-step unambiguous instructions to solve a given problem.
An algorithm is a sequence of unambiguous instructions for solving a problem, i.e., for
obtaining a required output for any legitimate input in a finite amount of time.
Algorithm analysis helps us to determine which algorithm is most efficient in terms of time
and space consumed.
The goal of the analysis of algorithms is to compare algorithms (or solutions) mainly in
terms of running time but also in terms of other factors (e.g., memory, developer effort,
etc.)
Complexity of algorithm is measured as Best Case , Worst Case and Average case .
Big-O Notation [Upper Bounding Function]
Omega-Q Notation [Lower Bounding Function]
Theta-Θ Notation [Order Function]
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CHAPTER II: INTRODUCTION TO DATA STRUCTURES
Topics Covered:
What is data structure, types, Introduction to Array(1-d & 2-d), Stack and List data structures, operations
on these data structures, advantages disadvantages and applications of these data structures like solving
linear equations, Polynomial Representation, Infix-to-Postfix conversion .
------------------------------------------------------------------------------------------------------------------What is data structure:
Data structure is a particular way of storing and organizing data in a computer so that it can be used
efficiently. A data structure is a special format for organizing and storing data. General data structure
types include arrays, files, linked lists, stacks, queues, trees, graphs and so on.
Depending on the organization of the elements, data structures are classified into two types:
1) Linear data structures: Elements are accessed in a sequential order but it is not compulsory to
store all elements sequentially. Examples: Linked Lists, Stacks and Queues.
2) Non – linear data structures: Elements of this data structure are stored/accessed in a non-linear
order. Examples: Trees and graphs.

Abstract Data Types (ADTs)
Abstract Data Types (ADTs).
An ADT consists of two parts:
1. Declaration of data
2. Declaration of operations
Commonly used ADTs include: Linked Lists, Stacks, Queues, Priority Queues, Binary Trees,
Dictionaries, Disjoint Sets (Union and Find), Hash Tables, Graphs, and many others.
ARRAYS
The most basic structure for storing and accessing a collection of data is the array.
Arrays can be used to solve a wide range of problems in computer science. Most Programming languages
provide this structured data type as a primitive and allow for the creation of arrays with multiple
dimensions. In this chapter, we implement an array structure for a one-dimensional array and then use
it to implement a Two-dimensional array and the related matrix structure.
The Array Structure
At the hardware level, most computer architectures provide a mechanism for creating and using onedimensional arrays. A one-dimensional array, as illustrated in Figure 2.1, is composed of multiple
sequential elements stored in contiguous bytes of memory and allows for random access to the individual
elements.
The entire contents of an array are identified by a single name. Individual elements within the array can
be accessed directly by specifying an integer subscript or index value, which indicates an offset from the
start of the array. This is similar to the mathematics notation (xi), which allows for multiple variables of
the same name. The difference is that programming languages typically use square brackets following
the array name to specify the subscript, x[i].

The Array Abstract Data Type
The array structure is commonly found in most programming languages as a primitive type, but Python
only provides the list structure for creating mutable sequences. We can define the Array ADT to represent
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a one-dimensional array for use in Python that works similarly to arrays found in other languages. It will
be used throughout the text when an array structure is required.
Some computer scientists consider the array a physical structure and not an abstraction since arrays are
implemented at the hardware level. But remember, there are only three basic operations available with
the hardware-implemented array. As part of our Array ADT, we have provided for these operations but
have also included an iterator and operations for obtaining the size of the array and for setting every
element to a given value. In this case, we have provided a higher level of abstraction than that provided
by the underlying hardware-implemented array.
The following simple program illustrates the creation and use of an array object based on the Array ADT.
Comments are provided to highlight the use of the operator methods.
# Fill a 1-D array with random values, then print them, one per line.
from array import Array
import random
# The constructor is called to create the array.
valueList = Array( 100 )
# Fill the array with random floating-point values.
for i in range( len( valueList ) ) :
valueList[ i ] = random.random()
# Print the values, one per line.
for value in valueList :
print( value )

Implementing the Array
Python is a scripting language built using the C language, a high-level language
that requires a program's source code be compiled into executable code before it can
be used. The C language is a very powerful programming language that provides syntax for working with
the complete functionality available by the underlying
hardware. That syntax, however, can be somewhat cryptic compared to Python,
especially for a Python programmer who may not be familiar with C.
The ctypes Module
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Many of the data types and classes available in Python are actually implemented
using appropriate types from the C language. While Python does not provide the
array structure as part of the language itself, it now includes the ctypes module as
part of the Python Standard Library. This module provides access to the diverse set
of data types available in the C language and the complete functionality provided
by a wide range of C libraries.
The ctypes module provides the capability to create hardware-supported arrays just like the ones used to implement Python's string, list, tuple, and dictionary
collection types. But the ctypes module is not meant for everyday use in Python
programs as it was designed for use by module developers to aide in creating more
portable Python modules by bridging the gap between Python and the C language.
Much of the functionality provided by the ctypes module requires some knowledge
of the C language. Thus, the technique provided by the module for creating an
array should not typically be used directly within a Python program. But we can
use it within our Array class to provide the functionality defined by the Array
ADT since the details will be hidden within the class.
Creating a Hardware Array
The ctypes module provides a technique for creating arrays that can store references to Python objects.
The following code segment
import ctypes
ArrayType = ctypes.py_object * 5
slots = ArrayType()
creates an array named slots that contains five elements

each of which can store a reference to an object. After the array has been created,
the elements can be accessed using the same integer subscript notation as used
with Python's own sequence types. For the slots array, the legal range is [0 : : : 4].
The elements of the array have to be initialized before they can be used. If we
attempt to read the contents of an element in the slots array before it has been
initialized
print( slots[0] )
an exception would be raised in the same way as if we tried to print the value of
a variable sum, that had not previously been assigned a value. Thus, the array
should be initialized immediately after it has been created by assigning a value to
each element using the subscript notation. Any value can be used, but a logical
choice is to assign None to each element:
for i in range( 5 ) :
slots[i] = None
The elements of the array can now be treated like any other variable in Python
that contains a null reference:

You may have noticed that we used the literal 5 with the range() function
to indicate the number of elements to be initialized. This was necessary because
a hardware-supported array does not keep track of the array size; it's up to the
programmer to remember or maintain this value. Likewise, the programmer must
also ensure they do not access an element outside the legal range.
References to any type of Python object can be stored in any element of the
array. For example, the following code segment stores three integers in various
elements of the array:
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slots[1] = 12
slots[3] = 54
slots[4] = 37
the result of which is illustrated here:

The operations provided by the array only allow for setting a given element
to a given reference or accessing a reference stored in a given element. To remove
an item from the array, we simply set the corresponding element to None. For
example, suppose we want to remove value 54 from the array
slots[3] = None
which results in the following change to the slots array:

The size of the array can never change, so removing an item from an array
has no effect on the size of the array or on the items stored in other elements.
The array does not provide any of the list type operations such as appending or
popping items, searching for a specific item, or sorting the items. To use such an
Operation with an array, you would have to provide the necessary code yourself.
The Class Definition
The implementation of the Array ADT using a hardware-supported array created
with the use of the ctypes module is provided in Listing 2.1.
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The constructor, as shown in lines 6{13, handles the creation and initialization of the array using the
technique described earlier. It also defines two data fields needed for the implementation of the Array
ADT: one to store a reference to the array structure and another to store the number of elements
allocated for the array. The latter is needed since hardware-supported arrays do not keep track of
this value. The initialization of the array is done by calling the clear() method.
The clear() method is used to set each element of the array to a given value, which it does by iterating
over the elements using an index variable. The len method, which returns the number of elements in the
array, simply returns the value of size that was saved in the constructor. The iter method creates
and returns an instance of the ArrayIterator private iterator class, which is provided in lines 39{53 of
Listing 2.1.
The definition of the Array ADT calls for the implementation of the subscript operator, which allows for
the use of array objects in a manner similar to other Python collection types. In Python, as in most
languages, the subscript notation can be used to read the contents of an array element or to modify an
element. Thus, there are two different methods that must be defined, as shown in lines 20{27. First,
the getitem operator method takes the array index as an argument and returns the value of the
corresponding element. The precondition must first be verified to ensure the subscript is within the valid
range.
When the subscript notation is used in a program, y = x[i], Python will call the getitem method, passing
the value of i to the index parameter. Since
Python expects the getitem method to return a value, it is your responsibility to make sure this occurs.
The setitem operator method is used to set or change the contents of a specific element of the array. It
takes two arguments: the array index of the element being modified and the new value that will be
stored in that element. Before the element is modified, the precondition must be tested to verify the
subscript is within the valid range. Python automatically calls the setitem method when
the subscript notation is used to assign a value to a specific element, x[i] = y.
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The index, i, specified in the subscript is passed as the first argument and the
value to be assigned is passed as the second argument, __setitem__(i,y).
------------------------------------------------------------------------------------------------------------------The Python List
Python, as indicated earlier, is built using the C language with many of the data
types and classes available in Python actually implemented using appropriate types
available in C. Python's list structure is a mutable sequence container that can
change size as items are added or removed. It is an abstract data type that is
implemented using an array structure to store the items contained in the list.
In this section, we examine the implementation of Python's list, which can
be very beneficial not only for learning more about abstract data types and their
implementations but also to illustrate the major differences between an array and
Python's list structure. We explore some of the more common list operations and
describe how they are implemented using an array structure.
Creating a Python List
Suppose we create a list containing several values:
pyList = [ 4, 12, 2, 34, 17 ]
which results in the list() constructor being called to create a list object and _ll
it with the given values. When the list() constructor is called, an array structure
is created to store the items contained in the list. The array is initially created
bigger than needed, leaving capacity for future expansion. The values stored in the
list comprise a subarray in which only a contiguous subset of the array elements
are actually used.
Figure 2.2 illustrates the abstract and physical views of our sample list. In
the physical view, the elements of the array structure used to store the actual
contents of the list are enclosed inside the dashed gray box. The elements with
null references shown outside the dashed gray box are the remaining elements of
the underlying array structure that are still available for use. This notation will be
used throughout the section to illustrate the contents of the list and the underlying
array used to implement it.

The length of the list, obtained using len(), is the number of items currently
in the subarray and not the size of the underlying array. The size or capacity of
the array used to implement the list must be maintained in order to know when
the array is full. Python does not provide a method to access the capacity value
since that information is not part of the list definition.
2.2.2 Appending Items
What happens when a new item is appended to the end of a list as in the following
statement?
pyList.append( 50 )
If there is room in the array, the item is stored in the next available slot of the
array and the length _eld is incremented by one. The result of appending 50 to
pyList is illustrated in Figure 2.3.
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What happens when the array becomes full and there are no free elements in
which to add a new list item? For example, consider the following list operations:
pyList.append( 18 )
pyList.append( 64 )
pyList.append( 6 )
After the second statement is executed, the array becomes full and there is no
available space to add more values as illustrated in Figure 2.4.
By de_nition, a list can contain any number of items and never becomes full.
Thus, when the third statement is executed, the array will have to be expanded to
make room for value 6. From the discussion in the previous section, we know an
array cannot change size once it has been created. To allow for the expansion of

the list, the following steps have to be performed: (1) a new array is created with
additional capacity, (2) the items from the original array are copied to the new
array, (3) the new larger array is set as the data structure for the list, and (4) the
original smaller array is destroyed. After the array has been expanded, the value
can be appended to the end of the list. In Python, the amount by which the size
of the array is increased is proportional to the current array size. For illustration
purposes, we assume an expansion creates a new array that is double the size of
the original. The result of expanding the array and appending value 6 to the list
is shown in Figure 2.5.
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Extending A List
A list can be appended to a second list using the extend() method as shown in
the following example:
pyListA = [ 34, 12 ]
pyListB = [ 4, 6, 31, 9 ]
pyListA.extend( pyListB )
If the list being extended has the capacity to store all of the elements from
the second list, the elements are simply copied, element by element. If there is not
enough capacity for all of the elements, the underlying array has to be expanded as
was done with the append() method. Since Python knows how big the array needs
to be in order to store all of the elements from both lists, it only requires a single
expansion of the destination list, pyListA. The new array will be created larger
than needed to allow more items to be added to the list without first requiring an
immediate expansion of the array. After the new array is created, elements from
the destination list are copied to the new array followed by the elements from the
source list, pyListB, as illustrated in Figure 2.6.

Inserting Items
An item can be inserted anywhere within the list using the insert() method. In
the following example
pyList.insert( 3, 79 )
we insert the value 79 at index position 3. Since there is already an item at that
position, we must make room for the new item by shifting all of the items down
one position starting with the item at index position 3. After shifting the items,
the value 79 is then inserted at position 3 as illustrated in Figure 2.7. If there are
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no free slots for the new item, the list will be expanded in the same fashion as
described earlier.

Removing Items
An item can be removed from any position within the list using the pop() method.
Consider the following code segment, which removes both the _rst and last items
from the sample list:
pyList.pop( 0 ) # remove the first item
pyList.pop() # remove the last item
The _rst statement removes the _rst item from the list. After the item is removed, typically by setting
the reference variable to None, the items following it within the array are shifted down, from left to right,
to close the gap. Finally, the length of the list is decremented to reect the smaller size. Figure 2.8 on the
next page illustrates the process of removing the _rst item from the sample list. The second pop()
operation in the example code removes the last item from the list.
Since there are no items following the last one, the only operations required are to remove the item and
decrement the size of the list.
After removing an item from the list, the size of the array may be reduced using a technique similar to
that for expansion. This reduction occurs when the number of available slots in the internal array falls
below a certain threshold. For example, when more than half of the array elements are empty, the size
of the array may be cut in half.
------------------------------------------------------------------------------------------------------------------List Slice
Slicing is an operation that creates a new list consisting of a contiguous subset of elements from the
original list. The original list is not modified by this operation.
Instead, references to the corresponding elements are copied and stored in the specifying the beginning
element index and the number of elements included in the subset. Consider the following example code
segment, which creates a slice from our sample list:
aSlice = theVector[2:3]
new list. In Python, slicing is performed on a list using the colon operator and To slice a list, a new list
is created with a capacity large enough to store the entire subset of elements plus additional space for
future insertions. The elements within the specified range are then copied, element by element, to the
new list.
The result of creating the sample slice is illustrated in Figure 2.9.
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-------------------------------------------------------------------------------------------------------------------

Two-Dimensional Arrays

Arrays are not limited to a single dimension. Some problems require the use of a two-dimensional array,
which organizes data into rows and columns similar to a table or grid. The individual elements are
accessed by specifying two indices, one for the row and one for the column, [i,j]. Figure 2.10 shows an
abstract view of both a one- and a two-dimensional array.
While computer architectures provide a mechanism at the hardware level for creating and using onedimensional arrays, they do not typically support arrays of higher dimensions. Instead, programming
languages typically provide their own mechanism for creating and managing arrays that consist of
multiple dimensions.
In this section, we explore two-dimensional arrays while arrays of higher dimensions
are discussed later in the chapter.
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The Array2D Abstract Data Type
As we saw earlier, Python does not directly support built-in arrays of any dimension. But, in the previous
section, we were able to use the ctypes module to create
a one-dimensional hardware-supported array that we used to implement the Array
ADT. Two-dimensional arrays are also very common in computer programming,
where they are used to solve problems that require data to be organized into rows
and columns. Since 2-D arrays are not provided by Python, we define the Array2D
abstract data type for creating 2-D arrays. It consists of a limited set of operations
similar to those provided by the one-dimensional Array ADT.

To illustrate the use of a 2-D array, suppose we have a collection of exam
grades stored in a text _le for a group of students that we need to process. For
example, we may want to compute the average exam grade for each student or the
average grade for each exam, or both. A sample text _le is illustrated on the left in
Figure 2.11. The _le contains the grades for multiple students, each of whom have
grades for multiple exams. The _rst line indicates the number of students for whom
we have grades, and the second line indicates the number of exams for which each student has a grade.
The remaining lines contain the actual exam grades. Each line contains the grade for an individual
student, with the grades listed in exam order.
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Since we have multiple grades for multiple students, we can store the grades in
a 2-D array in which each row contains the grades for an individual student and
each column contains the grades for a given exam. A 2-D array used to store the
exam grades from the sample _le is illustrated on the right in Figure 2.11.

The following code segment shows the implementation needed to extract the
exam grades from the text _le and store them into a 2-D array. Notice that we
create the array after extracting the _rst two values from the _le. These values
indicate the number of students and the number of exams that correspond to the
number of rows and columns needed in the array.
from array import Array2D
# Open the text file for reading.
gradeFile = open( filename, "r" )
# Extract the first two values which indicate the size of the array.
numExams = int( gradeFile.readline() )
numStudents = int( gradeFile.readline() )
# Create the 2-D array to store the grades.
examGrades = Array2D( numStudents, numExams )
# Extract the grades from the remaining lines.
i=0
for student in gradeFile :
grades = student.split()
for j in range( numExams ):
examGrades[i,j] = int( grades[j] )
i += 1
# Close the text file.
gradeFile.close()
With the grades extracted from the _le and stored in the 2-D array, we can
now process the grades as needed. Suppose we want to compute and display each
student's exam grade, which we can do with the following code:
# Compute each student's average exam grade.
for i in range( numStudents ) :
# Tally the exam grades for the ith student.
total = 0
for j in range( numExams ) :
total += examGrades[i,j]
# Compute average for the ith student.
examAvg = total / numExams
print( "%2d: %6.2f" % (i+1, examAvg) )
Implementing the 2-D Array
We now turn our attention to the implementation of the 2-D array. There are
several approaches that we can use to store and organize the data for a 2-D array.
Two of the more common approaches include the use of a single 1-D array to
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physically store the elements of the 2-D array by arranging them in order based on
either row or column, whereas the other uses an array of arrays. We are going to
use the latter approach to implement the Array2D abstract data type and delay
discussion of the former approach until later in the chapter.
When using an array of arrays to store the elements of a 2-D array, we store
each row of the 2-D array within its own 1-D array. Then, another 1-D array
is used to store references to each of the arrays used to store the row elements.
Figure 2.12 shows the abstract view of a 2-D array and the physical storage of that
2-D array using an array of arrays.

Some languages that use the array of arrays approach for implementing a 2-D
array provide access to the individual arrays used to store the row elements. Having
access to the given 1-D array, these languages use the subscript notation x[r][c]
for referencing an individual element. To be consistent in our approach of hiding
the implementation details, we do not provide access to any of the 1-D arrays used
to store the elements of the 2-D array. Thus, our implementation requires the use
of the subscript notation x[r,c].
The implementation of the Array2D abstract data type using an array of arrays
is provided in Listing 2.2. The constructor creates a data field named theRows
to which an Array object is assigned. This is the main array used to store the
references to the other arrays that are created for each row in the 2-D array.
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Basic Operations
Note that the size of the array that is passed as arguments to the constructor is
not saved in data fields. The numRows() method can obtain the number of rows by
checking the length of the main array, which contains an element for each row in the
2-D array. To determine the number of columns in the 2-D array, the numCols()
method can simply check the length of any of the 1-D arrays used to store the
individual rows.
The clear() method can set every element to the given value by calling the
clear() method on each of the 1-D arrays used to store the individual rows. This
is easily done by iterating over the array stored in theRows.

Element Access
Access to individual elements within an 2-D array requires a 2-tuple or twocomponent subscript, one for each dimension. In mathematics, the 2-tuple subscript is generally notated as xr;c. In modern programming languages, a 2-tuple
subscript is given either as x[r][c] or x[r,c]. In Python, we can use the latter
notation in conjunction with the getitem and setitem subscript operators.
This will allow for a more natural use of the two-dimensional array instead of
having to invoke a named method.
The Python subscript operator method getitem , which is shown in lines
27{35, takes a single index argument as specified in the method definition. This
does not restrict the subscript to a single index value, however. When a multicomponent subscript is specified (i.e., y = x[i,j]), Python automatically stores
the components in a tuple in the order listed within the brackets and passes the
tuple to the ndxTuple argument of the getitem method.
The contents of the ndxTuple are used to extract the contents of the given
element. After verifying both subscripts are within the valid range, we extract,
from the data field theRows, the reference to the array used to store the given
row. With this reference stored in the local variable the1dArray, we can then
apply the subscript operator to the 1-D array using the column value.
You may notice a second assert statement within the getitem method at
line 28. This is needed because Python does not examine the number of components specified in the subscript before passing the tuple to the subscript operator
method. For example, there is nothing to prevent us from incorrectly supplying
three components such as box[i,j,k] instead of two. In fact, Python would have
no way of knowing that we only need two components for the 2-D array subscript.
Thus, we must _rst check to make sure the subscript tuple passed to the method
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contains only two elements.
When making the assertion about the size of the ndxTuple, we assume a tuple is passed to the subscript
operator and use the len() function to verify its length. When a single-component subscript x[0] is
supplied to a subscript operator method, as is done with the Array class, the argument is a single integer
value. The len() method can only be used with the collection types and not individual values. It does
generate its own error, however, when used improperly.
Thus, Python's len() function is used to ensure two components are supplied for all Array2D objects.
The setitem operator method can be implemented in a similar fashion to getitem . The major differences
are that this method requires a second argument to receive the value to which an element is set and it
modifies the indicated element with the new value instead of returning a value.
------------------------------------------------------------------------------------------------------------------The Stack ADT
A stack is used to store data such that the last item inserted is the first item removed. It is used to
implement a last-in first-out (LIFO) type protocol. The stack is a linear data structure in which new
items are added, or existing items are removed from the same end, commonly referred to as the top of
the stack. The opposite end is known as the base. Consider the example in Figure 7.1, which
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To illustrate a simple use of the Stack ADT, we apply it to the problem of reversing a list of integer
values. The values will be extracted from the user until a negative value is entered,
which ags the end of the collection. The values will then be printed in reverse order from how they
were entered. We could use a simple list for this problem, but a stack is ideal since the values can be
pushed onto the stack as they are entered and then popped one at a time to print them in reverse
order.
A solution for this problem follows.
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When the outer while loop terminates after the negative value is extracted, the contents of
the stack will be as illustrated in Figure 7.2. Notice the last value entered is at the top and
the First is at the base. If we pop the values from the stack, they will be removed in the
reverse order from which they were pushed onto the stack, producing a reverse ordering.
Implementing the Stack
The Stack ADT can be implemented in several ways. The two most common approaches in
Python include the use of a Python list and a linked list. The choice depends on the type of
application involved.
Using a Python List
The Python list-based implementation of the Stack ADT is the easiest to implement. The first decision
we have to make when using the list for the Stack ADT is which end of the list to use as the top and
which as the base. For the most efficient ordering, we let the end of the list represent the top of the
stack and the front represent the base. As the stack grows, items are appended to the end of the list
and when items are popped, they are removed from the same end. Listing 7.1on the next page provides
the complete implementation of the Stack ADT using a Python list.
The peek() and pop() operations can only be used with a non-empty stack since you cannot remove or
peek at something that is not there. To enforce this requirement, we first assert the stack is not empty
before performing the given operation. The peek() method simply returns a reference to the last item in
the list. To implement the pop() method, we call the pop() method of the list structure, which actually
performs the same operation that we are trying to implement.
That is, it saves a copy of the last item in the list, removes the item from the list, and then returns the
saved copy. The push() method simply appends new items to the end of the list since that represents
the top of our stack.

The individual stack operations are easy to evaluate for the Python list-based
implementation. isEmpty(), len , and peek() only require O(1) time. The
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pop() and push() methods both require O(n) time in the worst case since the underlying array used to
implement the Python list may have to be reallocated to accommodate the addition or removal of the
top stack item. When used in sequence, both operations have an amortized cost of O(1).
list operation may require a reallocation of the underlying array used to implement the list. A singly
linked list can be used to implement the Stack ADT, alleviating the concern over array reallocations.
To use a linked list, we again must decide how to represent the stack structure. With the Python list
implementation of the stack, it was most efficient to use the end of the list as the top of the stack.
With a linked list, however, the front of the list provides the most efficient representation for the top of
the stack. In Chapter 6,
we saw how to easily prepend nodes to the linked list as well as remove the first node. The Stack ADT
implemented using a linked list is provided in Listing 7.2.
StackNode class is used to create the linked list nodes. Note the inclusion of the link argument in the
constructor, which is used to initialize the next field of the new node. By including this argument, we
can simplify the prepend operation of the push() method. The two steps required to prepend a node to
a linked list are combined by passing the head reference top as the second argument of the
StackNode() constructor and assigning a reference to the new node back to top.
The peek() method simply returns a reference to the data item in the first node after verifying the
stack is not empty. If the method were used on the stack represented by the linked list in Figure 7.3, a
reference to 19 would be returned.

The peek operation is only meant to examine the item on top of the stack. It should not be used to
modify the top item as this would violate the definition of the Stack ADT.
The pop() method always removes the first node in the list. This operation is illustrated in
Figure 7.4(a). This is easy to implement and does not require a search to find the node
containing a specific item. The result of the linked list after popping the top item from the
stack is illustrated in Figure 7.4(b).
The linked list implementation of the Stack ADT is more efficient than the Python-list based
implementation. All of the operations are O(1) in the worst case, the proof of which is left as
an exercise.
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7.3 Stack Applications
The Stack ADT is required by a number of applications encountered in computer
science. In this section, we examine several basic applications that traditionally
are presented in a data structures course.
7.3.1 Balanced Delimiters
A number of applications use delimiters to group strings of text or simple data into subparts
by marking the beginning and end of the group. Some common examples include
mathematical expressions, programming languages, and the HTML markup language used
by web browsers. There are typically strict rules as to how the delimiters can be used, which
includes the requirement of the delimiters being paired and balanced. Parentheses can be
used in mathematical expressions to group or override the order of precedence for various
operations. To aide in reading complicated expressions, the writer may choose to use
different types of symbol pairs, as illustrated here:
{A + (B * C) - (D / [E + F])}
The delimiters must be used in pairs of corresponding types: {}, [], and ().
They must also be positioned such that an opening delimiter within an outer pair must be
closed within the same outer pair. For example, the following expression
would be invalid since the pair of braces [] begin inside the pair of parentheses () but end
outside.
(A + [B * C)] - {D / E}
Another common use of the three types of braces as delimiters is in the C++ programming
language. Consider the following code segment, which implements a function to compute
and return the sum of integer values contained in an array:
As with the arithmetic expression, the delimiters must be paired and balanced. However,
there are additional rules of the language that dictate the proper placement and use of the
symbol pairs. We can design and implement an algorithm that scans an input text _le
containing C++ source code and determines if the delimiters are properly paired. The
algorithm will need to remember not only the most recent opening delimiter but also all of
the preceding ones in order to match them with closing delimiters. In addition, the opening
delimiters will need to be remembered in reverse order with the most recent one available
First. The Stack ADT is a perfect structure for implementing such an algorithm.
Consider the C++ code segment from earlier. As the File is scanned, we can push each
opening delimiter onto the stack. When a closing delimiter is encountered, we pop the
opening delimiter from the stack and compare it to the closing delimiter. For properly paired
delimiters, the two should match. Thus, if the top
of the stack contains a left bracket [, then the next closing delimiter should be a right
bracket ]. If the two delimiters match, we know they are properly paired and can continue
processing the source code. But if they do not match, then we
know the delimiters are not correct and we can stop processing the File. Table 7.1 shows
the steps performed by our algorithm and the contents of the stack after each delimiter is
encountered in our sample code segment
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So far, we have assumed the delimiters are balanced with an equal number of opening and
closing delimiters occurring in the proper order. But what happens if the delimiters are not
balanced and we encounter more opening or closing delimiters than the other? For
example, suppose the programmer introduced a typographical error in the function header:
int sumList( int theList)], int size )
Our algorithm will find the first set of parentheses correct. But what happens
when the closing bracket ] is scanned? The result is illustrated in the top part of Table 7.2. You will
notice the stack is empty since the left parenthesis was popped and
matched with the preceding right parenthesis. Thus, unbalanced delimiters in which there
are more closing delimiters than opening ones can be detected when trying to pop from the
stack and we detect the stack is empty.
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Delimiters can also be out of balance in the reverse case where there are more
opening delimiters than closing ones. Consider another version of the function
header, again containing a typographical error:
int sumList( int (theList[], int size )
The result of applying our algorithm to this code fragment is illustrated in the bottom chart
in Table 7.2. If this were the complete code segment, you can see we would end up with
the stack not being empty since there are opening delimiters yet to be paired with closing
ones. Thus, in order to have a complete algorithm, we must check for both of these errors.
A Python implementation for the validation algorithm is provided in Listing 7.3.
The function isValidSource() accepts a _le object, which we assume was previously opened
and contains C++ source code. The _le is scanned one line at a time and each line is
scanned one character at a time to determine if it contains properly paired and balanced
delimiters.
A stack is used to store the opening delimiters and either implementation can
be used since the implementation is independent of the definition. Here, we have
chosen to use the linked list version. As the File is scanned, we need only examine
the characters that correspond to one of the three types of delimiter pairs. All other
characters can be ignored. When an opening delimiter is encountered, we push it onto the
stack. When a closing delimiter occurs, we First check to make sure the stack is not empty.
If it is empty, then the delimiters are not properly paired and balanced and no further
processing is needed. We terminate the function and return False. When the stack is not
empty, the top item is popped and compared to the closing delimiter. The two delimiters do
match corresponding opening and closing delimiters; we again terminate the function and
return False. Finally, after the entire File is processed, the stack should be empty when the
delimiters are properly paired and balanced. For the Final test, we check to make sure the
stack is empty and return either True or False, accordingly.
7.3.2 Evaluating Postfix Expressions
We work with mathematical expressions on a regular basis and they are rather
easy for humans to evaluate. But the task is more difficult in a computer program
when an expression is represented as a string. Given the expression
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A*B+C/D
we know A * B will be performed First, followed by the division and concluding
with addition. When evaluating this expression stored as a string and scanning
one character at a time from left to right, how do we know the addition has to wait
until after the division? Your First response is probably that we know the order
of the precedence for the operators. But how do we represent that in our string
scanning process? Suppose we are evaluating a string containing nine non-blank
characters and have scanned the First three:

At this point, we have no way of knowing if the addition operation is to be performed on the
two variables A and B or if we have to save this information for later. After moving to the
next character.

we encounter the division operator and know that the addition is not the First
operation to be performed.

Is the division the First operation to be performed? It
does have higher precedence than the addition, but it may not be the First operation
since parentheses can override the order of evaluation. We will have to scan more
of the string to determine which operation is the First to be performed.
After determining the First operation to be performed, we must then decide
how to return to those previously skipped. This can become a tedious process if
we have to continuously scanned forward and backward through the string in order
to properly evaluate the expression. To simplify the evaluation of a mathematical
expression, we need an alternative representation for the expression. A representation in
which the order the operators are performed is the order they are specified
would allow for a single left-to-right scan of the expression string.
Three different notations can be used to represent a mathematical expression.
The most common is the traditional algebraic or infix notation where the operator
is specified between the operands A+B. The prefix notation places the operator
immediately preceding the two operands +AB, whereas in postfix notation, the
operator follows the two operands AB+.
At First glance, the different notations may seem to be nothing more than different operator
placement. But the postfix and prefix notations have the advantages that neither uses
parentheses to override the order of precedence and both create expressions in unique
form. In other words, each expression is unique and produces a specific result unlike infix
notation in which the same expression can be written in multiple ways.
Converting from Infix to Postfix
Infix expressions can be easily converted by hand to postfix notation.
The expression A + B - C would be written as AB+C- in postfix form.
The evaluation of this expression would involve first adding A and B and then subtracting C
from that result. We will examine the evaluation of postfix expressions later; for now we
focus on the conversion from infix to postfix.
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Postfix Evaluation Algorithm
Parentheses are used with infix expressions to change the order of evaluation. But
in postfix notation, the order cannot be altered and thus there is no need for parentheses.
Given the unique form or single order of evaluation, postfix notation is a good choice when
evaluating a mathematical expression represented as a string.
Of course the expression would have to either be given in postfix notation or first converted
from infix to postfix. The latter can be easily done with an appropriate algorithm, but we
limit our discussion to the evaluation of existing postfix expressions.
Evaluating a postfix expression requires the use of a stack to store the operands or
variables at the beginning of the expression until they are needed. Assume we are given a
valid postfix expression stored in a string consisting of operators and single-letter variables.
We can evaluate the expression by scanning the string, one character or token at a time.
For each token, we perform the following steps:

The Final result of the expression will be the last value on the stack. To illustrate
the use of this algorithm, let's evaluate the postfix expression A B C + * D / from
our earlier example. Assume the existence of an empty stack and the following
variable assignments have been made:
A=8C=3
B=2D=4
The complete sequence of algorithm steps and the contents of the stack after
each operation are illustrated in Table 7.3.
The postfix evaluation algorithm assumes a valid expression. But what happens
if the expression is invalid? Consider the following invalid expression in which there
are more operands than available operators:
AB*CD+
After applying the algorithm to this expression, there are two values remaining
on the stack as illustrated in Table 7.4. What happens if there are too many
operators for the given number of operands? Consider such an invalid expression:
AB*+C/
In this case, there are too few operands on the stack when we encounter the
addition operator, as illustrated in Table 7.5. If we attempt to perform two pops
from the stack, an assertion error will be thrown since the stack will be empty
on the second pop. We can modify the algorithm to detect both types of errors.
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In step 2(a), we must first verify the stack is not empty before popping an item. If the stack is empty,
we can stop the evaluation and flag an error. The second modification occurs after the evaluation of
the entire expression. We can pop the result from the stack and then verify the stack is empty. If the
stack is not empty, the expression was invalid and we must fag an error.
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6.6.1 Polynomial Operations
A number of operations can be performed on polynomials. We review several of
these operations, beginning with addition.
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6.6.2 The Polynomial ADT
Given the overview of polynomials, we now turn our attention to defining the Polynomial ADT.
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